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Abstract
Social media has emerged as a prominent platform for expressing opinions, leading to the
development of a unique language known as code-mix text. This form of language incorporates
words from multiple languages, such as Hindi and English in India. While sentiment analysis
techniques have achieved moderate success in handling English texts, the same level of effectiveness
has not been attained when dealing with code-mix text.

In this study, we propose deep learning techniques to address the challenges of sentiment analysis in
code-mix Hindi-English text data. Leveraging a pre-trained cross-lingual large language model called
XLM-RoBERTa, we employ a transfer learning approach. Four distinct approaches are employed to
train the model for sentiment analysis on a Hinglish dataset. The first approach involves training the
model using the Hinglish dataset exclusively. The other three approaches utilise mixed datasets,
where one includes the augmentation of Spanish-English and Marathi-English datasets with the
Hinglish dataset, the second approach solely relies on the mixed dataset without Hinglish data, while
the final approach exclude the Spanish-English data. The trained models are evaluated on the same
Hinglish dataset, and their performance is compared.

The results indicate that the approach of increasing the training data by arbitrarily combining
different kinds of mixed datasets does not yield improvements over previous findings. But combining
the data of languages with similar linguistic characteristics can result in better performance. This
highlights that the problem associated with scarcity of data for code-mixed languages can be
effectively solved by using data of similar languages.

In conclusion, our study emphasises the ongoing challenge of limited data for code-mixed languages.
We demonstrate that augmenting the training data with various mixed datasets does not lead to
enhanced performance but the data of similar languages can be combined to produce better
outcomes. These findings provide valuable insights for future research in sentiment analysis of
code-mix text.
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Chapter 1

Introduction
In recent years, social media has become an integral part of our daily lives, consuming a significant
portion of our time. Numerous studies have indicated that individuals spend anywhere from two to
more than ten hours each day navigating various social media platforms. These platforms serve as a
means for users to express their thoughts and opinions through posts and comments.

The widespread adoption of social media has also given rise to a unique linguistic phenomenon
known as code-mixing. This involves the combination of words from multiple languages, where
individuals blend their native tongue with English or other languages while writing their comments
or posts.

Within this context, sentiment analysis plays a crucial role in understanding the emotional states of
users through their text. This work aims to apply sentiment analysis techniques specifically to
Hindi-English code-mix data, with the objective of extracting valuable insights regarding user
emotions. By analysing the sentiment expressed in code-mix text, we can gain valuable knowledge
about user emotions in this multilingual context. This research focuses on developing effective
approaches for sentiment analysis, leveraging the unique characteristics of Hindi-English code-mix
data.

The task of extracting knowledge from code-mixed text can be challenging due to various factors
such as spelling variations, informal language, and lack of adherence to grammar rules. These factors
contribute to data sparsity and make it difficult to compress all words into a single dictionary.
To tackle the issue of spelling variations, it's important to employ techniques like stemming and
lemmatization, which can reduce words to their base form and handle variations based on sounds or
language-specific rules. This can help in consolidating similar words and improving data coverage.
Informal language poses another challenge, as users tend to use abbreviations, acronyms, or
non-standard spellings. To address this, you can build a comprehensive dictionary or lexicon that
includes commonly used informal variations along with their formal counterparts. This dictionary can
be used to map informal words to their standard equivalents, enabling better understanding and
analysis of the text.

Data sparsity can be mitigated by leveraging language resources and tools specific to each language
present in the code-mixed text. By incorporating language-specific resources, such as language
models or datasets, you can improve the coverage and accuracy of your analysis.
Lastly, dealing with grammar inconsistencies requires robust natural language processing techniques
that can handle code-mixed text. It may involve using language-specific grammatical rules,
part-of-speech tagging, or dependency parsing to identify and correct errors or irregularities in the
text.

Overall, effectively extracting knowledge from code-mixed text involves a combination of linguistic
resources, data preprocessing techniques, and language-specific analysis methods to address the
challenges posed by spelling variations, informality, data sparsity, and grammar inconsistencies. The
subsequent sections of this report are structured as follows. Section 2 provides an overview of the
related research conducted in the field. Section 3 outlines the terminologies used in the study.
Section 4 presents the methodology used in the study. Section 5 presents the experimental results
obtained from the study. Finally, in Section 6, we provide our conclusion based on the findings and
discuss potential avenues for future research.
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Chapter 2

Related Work
In recent times, the focus of sentiment analysis research has primarily been on single-language text,
with English being the predominant language due to the abundance of social media data available in
this language. However, with the development of multilingual societies, researchers from diverse
linguistic backgrounds recognized the need to address sentiment analysis in code-mixed text.

Initial efforts in this field primarily relied on machine translation techniques to convert the native
language present in the text into English before applying machine learning methods. These
endeavours achieved moderate success in various languages such as Chinese, French, Spanish, and
Italian. Nevertheless, the scarcity of code-mixed data remains a significant challenge. Most research
in multilingual sentiment analysis (MSA) involves creating datasets by merging monolingual datasets,
training machine learning models on these datasets. However, this approach has yielded mixed
results when applied to code-mixed text, mainly due to issues with poor translation and loss of
meaning during the conversion process.

The emergence of deep learning techniques has propelled research in the field of code-mixed
sentiment analysis, although the accuracy of the results still lags behind those obtained for
single-language text. CNN, RNN, LSTM, Bi-LSTM, and other similar architectures have been explored
to address this task. The introduction of pre-trained large language models, such as BERT and its
advanced variants like XLM-RoBERTa, has further advanced research in MSA.

Researchers have made notable contributions in this domain. Gupta et al. [1] proposed an
unsupervised self-training approach using pre-trained BERT models specifically for code-switched
data. Their method outperformed supervised models in sentiment analysis for four code-mixed
languages: Hinglish (Hindi-English), Spanglish (Spanish-English), Tanglish (Tamil-English), and
Malayalam-English. Similarly, Ou and Li [2] leveraged XLM-RoBERTa, a pre-trained multi-language
model, to determine sentiment polarity in code-mixed datasets from the Dravidian language group.
Their system employed a k-folding approach for ensemble learning and achieved promising results in
sentiment analysis for Malayalam-English and Tamil-English code-mixed datasets. Braaksma et al.[3]
adopted a two-step fine-tuning method, utilising English BERT-base and Spanish BERT-base models,
to improve sentiment classification performance in Spanish-English (Spanglish) datasets. They
reported that the large multilingual XLM-RoBERTa model attained the best-weighted F1-score on the
development and test data.

Other studies have focused on specific languages and datasets. Kumar and Albuquerque[4] applied
cross-lingual XLM-RoBERTa to sentiment analysis in resource-poor Hindi datasets. Their model,
trained and fine-tuned using English-language benchmark datasets, achieved favourable
performance compared to state-of-the-art approaches. Furthermore, Chakravarthi et al.[5] curated a
code-mixed dataset of under-resourced Dravidian languages for sentiment analysis and offensive
language identification. They employed machine learning and deep learning techniques, with the
XLM technique attaining the highest accuracy of 71%. Thara et al.[6] explored offensive language
identification and sentiment analysis for Malayalam-English code-mixed data. Their framework
incorporated various word embedding methods and deep learning models, with the best-performing
hybrid models achieving a high F1-score of 0.9969. In the following section, we will introduce some
terminologies commonly used in natural language processing (NLP) and specifically related to our
problem.
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Chapter 3

Terminologies

Metrics for code-mix data
Researchers have developed various metrics to measure the complexity and degree of code-mixing in
text. Among these metrics, the Code Mixing Index (CMI) has gained popularity. The CMI is defined as
follows:

In the provided metric, wl represents a word belonging to language l, n represents the total number
of tokens, and u represents the count of independent tokens. Independent tokens refer to those that
contain entity names or hashtags, which remain unchanged regardless of the language used.

A lower value of CMI suggests that the text is primarily written in a single language, whereas a higher
value indicates a significant amount of code-mixing in the text.

Tokenization
Tokenization in natural language processing (NLP) refers to the process of breaking down a text or a
sequence of words into smaller units called tokens. These tokens can be individual words, subwords,
or even characters, depending on the chosen tokenization technique.

The purpose of tokenization is to create a standardised and structured representation of textual data
that can be easily processed by NLP algorithms. By dividing the text into tokens, we can analyse and
manipulate the data at a more granular level, enabling tasks such as part-of-speech tagging, named
entity recognition, and sentiment analysis.

Tokenization techniques vary depending on the specific requirements of the NLP task and the
language being processed. Common tokenization methods include whitespace-based tokenization,
where tokens are separated by spaces or punctuation marks, and morphological tokenization, which
breaks down words into morphemes (meaningful word parts).

Tokenization is a crucial initial step in many NLP pipelines as it forms the foundation for subsequent
text processing and analysis. By breaking down text into tokens, NLP models can better understand
the linguistic structure and extract meaningful information from the data.

Here's an example of tokenization for the sentence "I love to eat pizza":
Tokens: [I, love, to, eat, pizza]
In this example, the sentence has been tokenized into individual words, resulting in five tokens.
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XLM-RoBERTa
XLM-R, which stands for XLM-Roberta, is a transformer-based multilingual masked language model
developed by the Facebook AI team. It was released in November 2019 as an enhancement to the
original XLM-100 model. The primary objective of XLM-R is to provide an effective solution for
non-English natural language processing (NLP) tasks.

One significant improvement in XLM-Roberta compared to its predecessor is the substantial increase
in the amount of training data used. It was trained on a vast corpus of 2.5 terabytes of data, covering
100 languages. This extensive training data, filtered from CommonCrawl texts, contributes to the
model's enhanced performance.

XLM-R has demonstrated state-of-the-art results on various cross-lingual benchmarks. By leveraging
a masked language model approach, it has proven to be a successful alternative for NLP tasks
involving languages other than English. What sets XLM-R apart is its compatibility with both
monolingual and cross-lingual benchmarks, addressing the challenges associated with
multilingualism in NLP.

Overall, XLM-Roberta has emerged as a powerful and versatile model in the field of multilingual NLP,
showcasing its effectiveness in a wide range of tasks and languages.

RoBERTa is a transformer-based model that undergoes self-supervised pre-training on a large corpus
of raw texts. The pre-training process does not involve any human labelling, making use of publicly
available data. The model employs a masked language modelling (MLM) objective, where it randomly
masks 15% of the words in a sentence and predicts those masked words by running the entire
masked sentence through the model.
Unlike traditional recurrent neural networks (RNNs) or autoregressive models like GPT, RoBERTa
considers the entire masked sentence at once rather than processing words sequentially. This allows
the model to learn a bidirectional representation of the sentence, capturing contextual information
effectively.

The self-supervised pre-training enables RoBERTa to learn a comprehensive internal representation
across 100 languages. These learned features can then be utilised for downstream tasks. For
instance, if there is a labelled sentence dataset available, one can train a standard classifier using the
features extracted from the XLM-RoBERTa model as input.

The architecture of XLM-RoBERTa, as described in Conneau et al.[9], is depicted in Figure 1. It
demonstrates the model's design and components, highlighting its ability to capture language
features and facilitate transfer learning for various NLP tasks.

Figure 1. Basic Architecture of XLM-RoBERTa
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Chapter 4

Methodology

Datasets

Marathi-English Dataset
We downloaded the dataset from the github repository “https://github.com/arundprabhu/”.
The dataset consists of four columns which were not named. They signify the serial number,
sentence, label, label. Yes, the last two columns contained the same number which signifies the
sentiments of the text. 0, 1, 2 were associated with negative, neutral and positive sentences
respectively.

Figure 2. A subset of Marathi-English Dataset

Spanish-English Dataset
We downloaded the dataset from the github repository “https://github.com/tejasvicsr1/”. The
dataset can be classified in two columns which could be clearly seen as the tweet by the user and the
sentiment as positive, negative or neutral.

Figure 3. A subset of Spanish-English Dataset
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Hindi-English Dataset
We downloaded the dataset from the github repository “https://github.com/rsgoss/”.
The dataset contains 14000 training samples and 3000 validation samples. It has four columns
namely id, sentence, label, sentiment. Negative, neutral and positive sentiments have been labelled
as 0, 1, 2 respectively. “Id” is the twitter ids of the users.

Figure 4. A subset of Hindi-English Dataset

Data Preprocessing
This step was extremely crucial for our analysis. All our datasets were labelled differently. Since we
are considering the problem of sentiment analysis on Hinglish dataset and our analysis requires us to
process all datasets in a similar way, we processed every other dataset in the form of Hinglish
dataset.
Firstly, we did not require the “id” column in any dataset so it was removed. A “label” column was
added to the Spanish-English dataset and the other two columns were named as “sentence” and
“sentiment” respectively. One of the last two columns which contained integers 0, 1, 2 as labels in
the Marathi-English column was replaced with the respective sentiment column. Finally all datasets
were checked for any null or unwanted values, if present were removed. Marathi mix and Spanish
mix datasets were splitted in the ratio 80/20 to form train and test set respectively. The Marathi
mixed dataset finally had 3199/800 train/test split and the Spanish-English dataset had 2912/728
train/test split.

Table 1. shows the number of the samples of each class in the training datasets.

Table 1. Counts of different classes of sentence
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Figure 5. Class Wise distribution of different datasets

Approach
Our architecture incorporates a dense classification network with a single hidden layer.

We conducted training using three distinct datasets, but the evaluation was performed on a
consistent Hindi-English dataset. Let's delve into the specifics of each approach:

1. Approach 1: Training on Hindi-English Dataset. In this approach, the model was trained using
the Hindi-English dataset. The objective was to learn patterns and relationships specific to
this code-mixed language combination. Subsequently, the trained model was tested on the
same type of dataset, assessing its performance in accurately classifying instances within the
Hindi-English code-mixed context.

2. Approach 2: Training on mixed Dataset. In the second approach, the model was trained on
the combined Hindi- English, Spanish-English and Marathi-English dataset. The intention
behind this was to explore the model's ability to generalise and adapt to different
code-mixed language pairs. Despite being trained on a different language combination, the
model was evaluated on the Hindi-English dataset to assess its cross-lingual performance.
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3. Approach 3: Training on mixed Dataset consisting of data samples different from the one
used for testing the model. In the third approach, the model was trained on the combined
Spanish-English and Marathi-English dataset. This approach aimed to understand how well
the model could handle cross lingual training and code-mixed testing scenarios. By training
on a completely different kind of code-mix dataset than the one used for testing, the model's
performance was evaluated, providing insights into its ability to generalise code-mixing
challenges.

4. Approach 4: Training on mixed Dataset consisting of data samples only from Indian
languages. In the final approach, the model was trained on the combined Hindi-English and
Marathi-English dataset. Both Hindi and Marathi have Indo-Aryan origins which was the
motivation to understand how well the model could handle cross lingual training of two
languages with similar origins, and code-mixed testing scenarios on one of them.

In all four approaches, the trained models were tested on the same Hindi-English dataset, allowing
for a consistent and comparative evaluation across different training scenarios. This setup facilitates
an understanding of how the model's training data influences its performance when applied to
code-mixed language scenarios.

Evaluation Metrics
When evaluating a machine learning model, it is essential to assess its performance using
appropriate metrics. Different metrics are defined for different types of models, and for our task, we
used the following metric:

Accuracy: Accuracy represents the overall performance of a model across all classes. It is calculated
as the ratio of the number of correct predictions to the total number of predictions. Accuracy is
useful when all classes have equal importance.

Accuracy = (Number of true predictions) / (Total number of predictions)

Experimental Setup

In our experiments conducted in the Google Colab environment, we utilised several libraries and
techniques for data preprocessing and model training. Here is a breakdown of the steps and
components involved:

Table 2. Hyperparameters
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1. Tokenization with XLM-Roberta: The XLM-Roberta tokenizer from the transformers library
was imported to tokenize the textual data. We tokenized each sentence, mapping the tokens
to their respective word IDs. Each sentence was transformed into a 160-length vector to
standardise the input size.

2. TensorDataset and DataLoader: To optimise memory space, the tokenized data was
combined into a TensorDataset, which efficiently stores the training inputs. Additionally, the
DataLoader was employed to efficiently load the tokenized data in batches during training
and validation. A batch size of 32 was used to process the training samples.

3. Importing XLM-Roberta for Sequence Classification: We imported the XLMRoberta model
from the transformers library. The model consists of 201 different named parameters,
encompassing various layers and components.

4. Embedding Layer: The embedding layer of the XLMRoberta model includes parameters such
as word embeddings, position embeddings, token type embeddings, LayerNorm weights, and
biases.

5. Transformer Layers: The XLMRoberta model consists of multiple transformer layers. Each
layer has different sets of parameters, including attention weights, intermediate dense
weights, output dense weights, LayerNorm weights, and biases. The example provided
includes the details of the first transformer layer, but the model comprises several such
layers.

6. Output Layer: The output layer of the model, named "classifier," comprises parameters for
the dense layer weights and biases, as well as the final output projection weights and biases
for sequence classification. In the given example, there are three output classes represented
by the shape (3, 768).

7. Optimization with AdamW: The AdamW optimizer, where W stands for "Weight Decay fix,"
was utilised for optimization during training. It is an extension of the Adam optimizer that
incorporates weight decay regularisation.
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Chapter 5

Results
The performance of the XLM-RoBERTa model on various code-mixed datasets has been summarised
in three separate tables, namely Table 3, Table 4, and Table 5. These tables provide insights into the
training performance metrics of the model. Figure 6, Figure 7 and Figure 8 depict the training loss vs
validation loss curve for Approach 1, Approach 2 and Approach 3 respectively.

Approach 1: Table shows the training and validation performance of a model across three
epochs. Here is a summary of the results:

● Training Loss: The model's training loss decreases from 0.938 to 0.720 over the three epochs,
indicating that the model is gradually improving its fit to the training data.

● Validation Loss: The validation loss fluctuates between 0.867 to 0.864 across the epochs.
Since the fluctuation is not significant, it suggests that the model performance is acceptable
based on other results.

● Validation Accuracy: The validation accuracy increases from 0.599 to 0.632, which indicates
that the model is making progress in correctly predicting instances in the validation set.
However, the improvement is relatively modest.

Table 3. Approach 1: Accuracy and Loss

Figure 6. Approach 1: Loss Vs. Epoch
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Approach 2: Here is a summary of the provided training and validation results for three
epochs:

● Training Loss: The training loss decreases from 0.907 to 0.683 over the three epochs. This
indicates that the model is progressively fitting the training data better.

● Validation Loss: The validation loss decreases from 0.839 to 0.792 across the epochs. The
decreasing trend suggests that the model is improving its generalisation performance.

● Validation Accuracy: The validation accuracy increases from 0.588 to 0.636 over the three
epochs. This shows that the model is getting better at correctly classifying instances in the
validation set.

Table 4. Approach 2: Accuracy and Loss

Figure 7. Approach 2: Loss Vs. Epoch

Approach 3: Here is a summary of the provided training and validation results for three
epochs:

● Training Loss: The training loss decreases from 0.897 to 0.656 over the three epochs. This
indicates that the model is gradually improving its fit to the training data.

● Validation Loss: The validation loss decreases from 0.784 to 0.749 across the epochs. The
decreasing trend suggests that the model is improving its generalisation performance.

● Validation Accuracy: The validation accuracy increases from 0.618 to 0.662 over the three
epochs. This shows that the model is getting better at correctly classifying instances in the
validation set.
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Table 5. Approach 3: Accuracy and Loss

Figure 8. Approach 3: Loss Vs. Epoch

Approach 4: Here is a summary of the provided training and validation results for three
epochs:

● Training Loss: The training loss decreases from 0.854 to 0.586 over the three epochs. This
indicates that the model is progressively fitting the training data better.

● Validation Loss: The validation loss decreases from 0.692 to 0.662 across the epochs. The
decreasing trend suggests that the model is improving its generalisation performance.

● Validation Accuracy: The validation accuracy increases from 0.687 to 0.709 over the three
epochs. This shows that the model is getting better at correctly classifying instances in the
validation set.

Table 6. Approach 4: Accuracy and Loss
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Figure 9. Approach 4: Loss Vs. Epoch

Table 6 presents the accuracy results of the trained model when evaluated on a Hindi-English test set
that was not seen during the training phase.

Table 7. Test Accuracy for different Approaches

The results indicate that XLM-R achieved an identical accuracy of 61% in Approach 2 as compared to
Approach 1. This similarity in performance can be attributed to the fact that both training datasets
included samples of the same kind present in the test set. But this is inconsistent with the
observation that the dataset used for training in Approach 4 also had the same characteristics as
above. However, it can be concluded that augmenting the training data with different types of mixed
languages did not have any impact on the model's performance. But the outcome using Approach 4
clearly outlines the fact that the behaviour of the model for mixed dataset involving languages of
similar kind mixed with English results in a better performance. A reasonable reason for this can be
the fact that there is a significant difference in the grammatical structure of Spanish and Hindi unlike
the grammatical differences between Hindi and Marathi which both share their origins. This
discovery indicates that the model's comprehension of code-mixed languages is influenced by the
unique linguistic traits present in the data. Furthermore, utilising combined datasets that share
similar linguistic characteristics can prove beneficial in addressing challenges associated with
languages that have limited available data.
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Chapter 6

Conclusion And Future Work
Social media platforms generate vast amounts of unstructured, multi-lingual, and multi-modal data
every day. While social intelligence on these platforms continues to grow, the diverse nature of the
content poses challenges in analysing and understanding sentiments. This study addresses the issue
by utilising the cross-lingual transformer model, XLM-R, as a pre-training model to effectively analyse
sentiment at the sentence-level, specifically on tweets, in scenarios with limited resources.

Four different approaches were explored, training the model on distinct datasets with varying
multilingual characteristics. The performance of each approach was then evaluated on a
Hindi-English dataset. Interestingly, the results revealed that XLM-R achieved the same accuracy of
61% in two distinct approaches. One approach involved training on a similar dataset to the test data,
while the other involved augmenting the training data with code-mixed data from two different
languages than those present in the test dataset.

The consistency in accuracy when the model encountered similar data suggests its ability to
understand the sentiment in the given languages. However, it also highlights that the model
interprets different code-mixed languages differently. Furthermore, adding other code-mixed
datasets to increase the training data size did not yield satisfactory results, emphasising that the
problem of limited availability of training data for mixed languages cannot be addressed through this
approach alone.

This observation is further supported by the results of the third approach, where the model did not
encounter any data similar to the test samples during training. As expected, the model performed
poorly on the test data, achieving an accuracy of only 49%, significantly lower than the previous
approaches.

But the results obtained in Approach 4 suggest that the dataset of languages with similar linguistic
characteristics can be combined to solve problems associated with a single language. The obtained
results address the issue of limited data availability for under-resourced languages. The solution we
present here can be applied to various research problems related to languages that share similarities
with many other languages. By leveraging the combined data from these languages, we can achieve
improved outcomes and better results.

In conclusion, the scarcity of data for mixed languages remains a significant challenge that cannot be
effectively resolved by combining different types of code-mixed datasets. But the same technique
can be effectively applied in the case of two or more languages with similar linguistic characteristics.

As a future direction, the study aims to employ transfer learning techniques, involving training and
fine-tuning the model on a resourceful language such as English, and then utilising the learned model
to evaluate performance on less resourceful languages. Previous studies have demonstrated that this
approach produces state-of-the-art results when applied to Hindi and Spanish-English datasets.
Additionally, the extent of code-mixing will also be an important factor to consider in future research.
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